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Introduction

The Oracle buffer cache is critical to obtaining optimal database performance.  Prior to Oracle8, there were very few tuning options for the buffer cache other than assigning buffers using the DB_BLOCK_BUFFERS initialization parameter.  In most cases, the LRU algorithm governing the buffer cache works quite well, no other tuning is required.  However, certain data access patterns have been identified that could benefit from alternative buffer aging algorithms.  Oracle8 allows the buffer cache to be divided into up to three separate buffer pools to accommodate multiple cache management strategies and assignment of objects to specific buffer pools.  These new cache areas are known as the DEFAULT, RECYCLE and KEEP buffer pools.

This paper presents results of preliminary investigations into this new and little-utilized feature of Oracle8, including some experimental evidence that it can provide significant performance benefits under the right circumstances.

In addition, the paper discusses some Oracle8i enhancements to the buffer cache and presents test results of the midpoint insertion algorithms introduced in Oracle8i.

Buffer Cache Review

All Oracle data is obtained by users from the buffer cache.  The basic purpose of the cache is to minimize physical disk I/O by holding (buffering) copies of requested data blocks in memory.  Data that is buffered in the cache can be served to users at memory access speed, much faster than going to disk for it.  The large performance penalty of disk I/O makes tuning the buffer cache an extremely important task for the DBA.

Oracle data is stored on disk in identically sized units called blocks.  Block size is determined at database creation by the DB_BLOCK_SIZE initialization parameter.  The buffer cache is also divided into buffers of this same size, and each buffer can hold exactly one database block.  Thus, the block is the basic unit of data transfer between disk and memory in Oracle.
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Figure 1 shows a schematic of block movement between disk and the buffer cache through user processes and the DBWR background process.  User processes obtain blocks from the cache if they can, otherwise they read from disk into the cache.  DBWR is responsible for writing dirty (modified) blocks out from the cache to disk.

Cache Hit Ratio

The buffer cache is a shared resource, accessible by all users.  When a user process requests data, Oracle firsts looks for that data's block in the cache.  If the data is buffered in the cache it is returned to the requestor immediately.  This is called a cache hit.  When the data is not found, a cache miss occurs and the user process reads the data from disk into an available buffer in the cache.  The cache hit ratio is the overall percentage of data requests that are served directly from the cache.  In Oracle, the buffer cache hit ratio is normally computed using the following formula:


Cache Hit Ratio = 100 * (1 - physical reads/logical reads)

In this formula, 'physical reads' corresponds to cache misses and 'logical reads' corresponds to total data requests.

Tuning the buffer cache for optimum performance usually involves adding buffers to the cache until the hit ratio has been maximized.  The number of buffers in the cache is specified by the DB_BLOCK_BUFFERS initialization parameter.

Buffer Aging and LRU Lists

An Oracle database typically has many more data blocks on disk than memory buffers in the buffer cache.  Since not all blocks can be buffered in the cache at once, new block requests (cache misses) must find room in the cache to be read in from disk.  When this happens, another block in the cache is usually discarded since the cache is normally full (and fixed in size).  

The buffer cache is carefully designed to favor keeping frequently requested blocks in memory and allow less popular blocks to be replaced by new block requests.  These decisions about which blocks to replace are made using a least recently used (or LRU) algorithm.  This algorithm uses a data structure called the LRU list.  This list basically orders the buffers in the cache according to when they were last accessed by a user.  When a block is accessed, it is moved to the MRU (most recently used) end of the list.  Blocks in the cache that are not accessed for awhile will find more and more blocks ahead of them in the list, and they will be closer to the LRU end of the list.  This is also known as buffer aging in the LRU list. 

Buffers are replaced in the cache from the least recently used end of the LRU list.  This helps insure that frequently accessed buffers are not discarded, as they are regularly moved to the MRU end of the list with each access.  This mechanism of keeping the most requested blocks in the buffer cache is normally very effective at minimizing disk I/O.

Managing a single LRU list can sometimes be a bottleneck in a heavily loaded database.  The buffer cache can be divided into multiple working sets of buffers, each of which is effectively an individual LRU list.  The number of working sets (LRU lists) used by Oracle is determined by the DB_BLOCK_LRU_LATCHES initialization parameter.  This parameter is also important for configuring multiple buffer pools, as each pool must have at least one working set (and thus LRU latch).

DBWR and the Dirty List

In addition to the LRU list Oracle keeps a list of buffers that contain data that has been modified by users.  This list is called the dirty list.  Changed data committed by users must eventually be written to disk, as this is the permanent storage of the database.  The DBWR background process is responsible for moving blocks from the dirty list to their permanent locations in disk files.

Dirty blocks cannot be replaced in the cache until they have been written to disk, otherwise the changes would be lost.  An overabundance of dirty buffers can negatively impact cache efficiency by reducing available slots for new blocks.  This can happen when DBWR is unable to keep up with the volume of update activity.  Multiple DBWR processes can be configured in this case to increase the capacity to write out dirty blocks.

Full Table Scans: CACHE and NOCACHE

The LRU aging algorithm of Oracle's buffer cache treats blocks accessed for full table scans differently than blocks accessed randomly based on the observation that full scans could flood the MRU end of the list with blocks that have low probability of re-use.  To avoid the negative impact on cache performance that this could cause, Oracle places blocks from full scans at the LRU end of the list, allowing them to be quickly replaced rather than aging other blocks.

In certain cases (like small lookup tables) full table scan blocks may actually be good candidates for re-use and would be better placed at the MRU end of the list.  Oracle7 classified tables as "small" or "large" based on the initialization parameter SMALL_TABLE_THRESHOLD and placed full scan blocks at the MRU or LRU end of the LRU list depending on whether the scanned table was small or large respectively.

Oracle provides the ability to over-ride the default cache treatment of full table scans (for large or small tables) at the table level using the CACHE or NOCACHE clauses of the CREATE TABLE and ALTER TABLE statements.  Specifying CACHE indicates that the table's blocks should be placed at the MRU end of the LRU list when read during a full table scan.

Full scan LRU treatment of blocks can also be specified at the individual SQL statement level using the CACHE and NOCACHE hints.

Note that although CACHE and NOCACHE are supported in Oracle8, the SMALL_TABLE_THRESHOLD is no longer a visible or documented initialization parameter.

Buffer Cache Problems

The LRU algorithm of the Oracle buffer cache is normally very good at providing efficient minimization of physical disk I/O.  However, there are some situations where normal buffer cache aging may not be the best option for overall performance, for instance:

· Blocks that should not go to the MRU end of the list

· Blocks that should be excluded from aging and stay in the cache

The first situation can occur when very large tables are accessed randomly by users with very little block use overlap between users.  In this case, the MRU end of the list is flooded by blocks that will not result in subsequent cache hits yet age other blocks down to the LRU end of the list.  These other blocks may be replaced when they could have resulted in cache hits had they been kept.  

The second situation occurs when there are data blocks that will definitely be requested regularly and we want to insure that physical disk I/O is not necessary to obtain their data.  An example might be small lookup tables, or perhaps specific indexes.

The new multiple buffer pool feature of Oracle8 allows greater control over buffer cache usage to help address these problems and obtain even better cache performance.

The Oracle8 Buffer Pools

The two situations noted above are cases where the LRU aging algorithm of the Oracle8 buffer cache could be improved upon by treating certain types of blocks differently.  The Oracle8 buffer cache can be divided into three separate pools of buffers to help segregate blocks with different LRU aging requirements.  These pools are known as the RECYCLE, KEEP and DEFAULT buffer pools.

The RECYCLE Pool

In the first case, random access blocks flooding the MRU end of the list will not have a high re-use rate yet can age more desirable blocks out of the cache.  Physical disk reads will be incurred when these other blocks are subsequently requested again.  It would be better if these random access blocks could "age faster" in the cache and be quickly replaced themselves rather than pushing other blocks out.  The Oracle8 RECYCLE buffer pool is specifically designed to provide working sets of buffers that can be rapidly aged out of the cache.

By isolating blocks from large, randomly accessed tables away from the rest of the buffer cache the RECYCLE pool relieves the pressure these blocks can place on the LRU list.  This allows buffers from other objects to age less quickly and increases the chances of subsequent cache hits.

The RECYCLE pool can also be used to place a strict upper bound on the number of buffers any particular object will consume in the buffer cache.  Since blocks from objects assigned to the RECYCLE pool will not likely be needed again soon, the pool itself can often be far smaller than the number of buffers these objects would occupy in the DEFAULT pool.  This results in more memory available for the other pools, increasing their efficiency.

The KEEP Pool

The second problem with the LRU aging algorithm noted that some blocks would be better off if they "aged slower" (or not at all) out of the cache.  Imagine a transaction that randomly accesses some table and joins in data from five small lookup tables based on foreign keys.  If the blocks from these lookup tables and their indexes are not in the cache, this transaction may incur an additional 10 or more physical disk reads to get the data.  When response time is critical, this extra overhead can cause a wide disparity between the best and worst cases.  The Oracle8 KEEP buffer pool allows objects to be effectively "pinned" into the buffer cache and excluded from the LRU aging process.

The KEEP pool is used to insure the presence of buffers in the cache regardless of when they were last accessed.  This feature should be used carefully, though, as pinning infrequently used objects into the pool can be a waste of memory that could be better used elsewhere.

The DEFAULT Pool

The DEFAULT pool is for all objects not explicitly assigned to one of the other pools.  There is always a DEFAULT pool and it will most likely be the largest of the pools under normal circumstances.  When the RECYCLE and KEEP pools are not configured, the DEFAULT buffer pool operates the same as the Oracle7 buffer cache.

Configuring and Using Multiple Buffer Pools

The DEFAULT, KEEP and RECYCLE buffer pools are configured using the initialization parameters in Table 1.

INIT.ORA Parameter
Description

DB_BLOCK_BUFFERS
Total number of block buffers for all pools

DB_BLOCK_LRU_LATCHES
Total number of LRU latches for all pools

BUFFER_POOL_KEEP
Number of buffers and latches for the KEEP pool

BUFFER_POOL_RECYCLE
Number of buffers and latches for the RECYCLE pool

Table 1: Database initialization parameters for configuring Oracle8 buffer pools

The KEEP and RECYCLE pools are explicitly configured with buffers and LRU latches, the DEFAULT pool is allocated the remainder from the overall totals specified by DB_BLOCK_BUFFERS and DB_BLOCK_LRU_LATCHES.

For example, suppose we have 1000 total cache buffers to allocate.  We can assign 700 to DEFAULT, 200 to KEEP and 100 to the RECYCLE pools with one LRU latch per pool as follows:

db_block_buffers = 1000

db_block_lru_latches = 3

buffer_pool_keep = (buffers:200,lru_latches:1)

buffer_pool_recycle = (buffers:100,lru_latches:1)

Note the syntax for the two new parameters BUFFER_POOL_KEEP and BUFFER_POOL_RECYCLE.

The minimum size of an LRU working set is 50 buffers, so the number of buffers configured for any of the pools must be at least 50 times the number of LRU latches.  Conversely, the number of LRU latches cannot exceed DB_BLOCK_BUFFERS divided by 50.  Each LRU working set in a pool is equally sized at the number of buffers divided by the number of latches.

The maximum number of LRU latches that can be configured for all the pools is six times the number of CPUs.  

Load Balancing Multiple DBWRs

When multiple buffer pools are used in combination with multiple DBWR processes, there is a potential for uneven load balancing to occur between the DBWR processes.  The DBWR processes are assigned to LRU working sets in round-robin fashion, and the working sets from different pools may be of different sizes and impose different database writing workloads.  For instance, a DBWR assigned to working sets from the KEEP and DEFAULT pools may have a much different workload than one assigned sets from the RECYCLE pool.  Oracle recommends that such load imbalances can be avoided by allocating to each pool a number of LRU latches equal to a multiple of the number of DBWR processes.  Under this strategy each DBWR will draw the same number of working sets from each pool and thus the load will be balanced.

Assigning Objects to Buffer Pools

Segments can be assigned to buffer pools using the new BUFFER_POOL option of the STORAGE clause.  For example, a table can be created and assigned to the KEEP pool as follows:

CREATE TABLE new_table

   (col1 NUMBER, col2 VARCHAR2(100))

   TABLESPACE tablespace_name

   STORAGE (INITIAL 64K

            NEXT 128K

            BUFFER_POOL KEEP);

Other valid values are BUFFER_POOL RECYCLE and BUFFER_POOL DEFAULT.

The following statements accept this new STORAGE clause option:

· CREATE TABLE

· CREATE INDEX

· CREATE CLUSTER

· ALTER TABLE

· ALTER INDEX

· ALTER CLUSTER

When a pool is not explicitly specified, segments are assigned to the DEFAULT pool.  Clustered tables inherit the pool of their cluster.  Note also that pools can be specified at the partition level for partitioned segments.

If a segment is reassigned from one pool to another using an ALTER command, blocks in the cache from the segment stay in their current pool until aged out.  New blocks from the segment will be loaded into the new pool.

Viewing Buffer Cache Information

There are several Oracle8 fixed tables and views that provide valuable information about the buffer cache and the new buffer pools.

The X$BH Fixed Table

Perhaps the most complete source of information about the Oracle8 buffer cache is the X$BH fixed table.  This table contains one row for every buffer in the buffer cache.  There are more than 50 columns in this table, and they are not officially documented.  Much of the information is relevant mostly to Oracle Parallel Server environments, where buffer cache coordination between instances introduces additional complexity.  However, I have been able to dig up interesting and useful information on some of the columns in X$BH as described in Table 2.

Column
Data Type
Description

ADDR
RAW
Address of buffer in SGA

BUF#
NUMBER
Sequential number of buffer in cache

OBJ
NUMBER
Object id of segment owning block in the buffer 

TS#
NUMBER
Tablespace number owning block in the buffer

FILE#
NUMBER
File number owning block in the buffer

DBARFIL
NUMBER
Relative file number of the block in the buffer

DBABLK
NUMBER
Block number in file of block in the buffer

SET_DS
RAW
Joins to X$KCBWDS.ADDR to identify working set of buffer

CLASS
NUMBER
Block class (1 = data block, 4 = header block)

STATE
NUMBER
Used to determine status of block (e.g. FREE)

FLAG
NUMBER
Encodes various information about the block, including dirty status and whether read sequentially or random

NEXT_REPL
RAW
Address of next buffer on LRU list

PRV_REPL
RAW
Address of previous buffer on LRU list

Table 2: Useful columns from the X$BH fixed table

As with the other internal fixed tables, X$BH can only be queried by the SYS user.  Oracle provides a view called V$BH which externalizes X$BH, however V$BH is designed specifically for Oracle Parallel Server installations and will not display information when queried from a non-OPS instance.  This is unfortunate, since X$BH has such interesting information.  Another shortcoming of X$BH is that it does not tell directly which buffer pool a block currently belongs to, which can be very useful information when testing this new feature.

The Z$BUFFER_CACHE View

I have created a view called Z$BUFFER_CACHE to overcome some of the shortcomings of X$BH.  This view externalizes some of the useful X$BH information noted above as well as joining with other X$ tables to determine the buffer pool of each block.  One interesting fact is that these other X$ tables have changed somewhat between Oracle8.0 and Oracle8i, so two different versions of the view definition are required.

The following code segments define the view Z$BUFFER_CACHE for either Oracle8.0 or Oracle8i.  They must be run as SYS and then SELECT privilege on the view granted out to other users requiring buffer cache information.

rem *********************************************

rem *  Externalizes useful buffer cache information

rem *  from the X$BH and X$KCBWBPD fixed tables,

rem *  Oracle8 version.

rem *********************************************

CREATE OR REPLACE VIEW z$buffer_cache

   (buf_addr

   ,buf_no

   ,dba_file

   ,dba_blk

   ,tbs_id

   ,obj_id

   ,blk_class

   ,status

   ,pool

   ,dirty

   ,io_type

   ,nxt_repl

   ,prv_repl

   )

AS

SELECT

        bh.addr

       ,bh.buf#

       ,bh.dbarfil

       ,bh.dbablk

       ,bh.ts#

       ,bh.obj

       ,bh.class

       ,DECODE(bh.state,0,'FREE',1,'XCUR',2,'SCUR',

                       3,'CR',4,'READ',5,'MREC',6,'IREC')

       ,bp.bp_name

       ,DECODE(BITAND(bh.flag,1),0,'N','Y')

       ,DECODE(BITAND(bh.flag,524288),0,'RANDOM','SEQUENTIAL')

       ,nxt_repl

       ,prv_repl

  FROM

        x$kcbwbpd    bp

       ,x$bh         bh

 WHERE

        bp.bp_size > 0

   AND  bh.buf# >= bp.bp_lo_bnum

   AND  bh.buf# <= bp.bp_hi_bnum

   AND  bh.inst_id = USERENV('Instance')

   AND  bp.inst_id = USERENV('Instance');

rem *********************************************

rem *  Externalizes useful buffer cache information

rem *  from the X$BH, X$KCBWBPD and X$KCBWDS fixed

rem *  tables, Oracle8i version.

rem *********************************************

CREATE OR REPLACE VIEW z$buffer_cache

   (buf_addr

   ,buf_no

   ,dba_file

   ,dba_blk

   ,tbs_id

   ,obj_id

   ,blk_class

   ,status

   ,pool

   ,dirty

   ,io_type

   ,nxt_repl

   ,prv_repl

   )

AS

SELECT

        bh.addr

       ,bh.buf#

       ,bh.dbarfil

       ,bh.dbablk

       ,bh.ts#

       ,bh.obj

       ,bh.class

       ,DECODE(bh.state,0,'FREE',1,'XCUR',2,'SCUR',

                       3,'CR',4,'READ',5,'MREC',6,'IREC')

       ,bp.bp_name

       ,DECODE(BITAND(bh.flag,1),0,'N','Y')

       ,DECODE(BITAND(bh.flag,524288),0,'RANDOM','SEQUENTIAL')

       ,ds.nxt_repl

       ,ds.prv_repl

  FROM

        x$kcbwbpd    bp

       ,x$bh         bh

       ,x$kcbwds     ds

 WHERE

        bp.bp_size > 0

   AND  ds.set_id >= bp.bp_lo_sid

   AND  ds.set_id <= bp.bp_hi_sid

   AND  bh.buf# >= ds.start_buf#

   AND  bh.buf# <= ds.end_buf#

   AND  bh.inst_id = USERENV('Instance')

   AND  bp.inst_id = USERENV('Instance')

   AND  ds.inst_id = USERENV('Instance');

The Z$BUFFER_CACHE view can answer all kinds of useful queries about the buffer cache and pools.  For instance, the following SQL shows buffer counts by pool, object owner, type and I/O type:

SELECT  pool

       ,owner

       ,object_type

       ,io_type

       ,count(*)

  FROM  z$buffer_cache  BC

       ,dba_objects     O 

 WHERE  BC.obj_id = O.object_id

 GROUP BY pool,owner,object_type,io_type;

V$BUFFER_POOL and V$BUFFER_POOL_STATISTICS

The V$BUFFER_POOL view supplies basic information about how many LRU working sets and buffers are assigned to each pool, and the range of buffers assigned to each pool.  The underlying fixed table is X$KCBWBPD, which is joined to X$BH in the Z$BUFFER_CACHE view to associate each buffer with the pool it belongs to.  Normally V$BUFFER_POOL will not be very useful except to verify the buffer pool configuration.

There is a very interesting and useful new Oracle8 view called V$BUFFER_POOL_STATISTICS that contains lots of information about buffer cache performance.  It is created by the CATPERF.SQL script located in the <ORACLE_HOME>/rdbms/admin directory.  CATPERF.SQL is not executed automatically when the database is created so it must be explicitly executed (as SYS) to create the view. Table 3 lists the columns in V$BUFFER_POOL_STATISTICS.

Column
Data Type
Description

ID
NUMBER
Buffer pool number

NAME
VARCHAR2(20)
Buffer pool name

SET_MSIZE
NUMBER
Maximum set size

CNUM_REPL
NUMBER
Total buffers on LRU lists

CNUM_WRITE
NUMBER
Total buffers on dirty lists

CNUM_SET
NUMBER
Total working set buffers

BUF_GOT
NUMBER
Total buffers gotten

SUM_WRITE
NUMBER
Total buffers written

SUM_SCAN
NUMBER
Total buffers scanned

FREE_BUFFER_WAIT
NUMBER
Total free buffer wait events (V$SYSTEM_EVENT)

WRITE_COMPLETE_WAIT
NUMBER
Total write complete wait events (V$SYSTEM_EVENT)

BUFFER_BUSY_WAIT
NUMBER
Total buffer busy wait events (V$SYSTEM_EVENT)

FREE_BUFFER_INSPECTED
NUMBER
Total free buffer inspected (V$SYSSTAT)

DIRTY_BUFFERS_INSPECTED
NUMBER
Total dirty buffers inspected (V$SYSSTAT)

DB_BLOCK_CHANGE
NUMBER
Total block changes (V$SYSSTAT)

DB_BLOCK_GETS
NUMBER
Total block gets (V$SYSSTAT)

CONSISTENT_GETS
NUMBER
Total consistent gets (V$SYSSTAT)

PHYSICAL_READS
NUMBER
Total physical reads (V$SYSSTAT)

PHYSICAL_WRITES
NUMBER
Total physical writes (V$SYSSTAT)

Table 3: V$BUFFER_POOL_STATISTICS columns

The statistics in V$BUFFER_POOL_STATISTICS represent totals across all working sets for each pool.  Many of the columns give performance statistics at the buffer pool level that were previously only available at the instance level in either V$SYSSTAT or V$SYSTEM_EVENT.  

Clearly the V$BUFFER_POOL_STATISTICS view is key to analyzing the performance of multiple Oracle8 buffer pools.  For instance, we can calculate the individual buffer pool hit ratios using the following SQL:

SELECT  name   buffer_pool

       ,100 * (1-(physical_reads/(db_block_gets+consistent_gets))) 

               hit_ratio

  FROM  v$buffer_pool_statistics;

Testing the Multiple Buffer Pool Feature

I decided to experiment with the Oracle8 RECYCLE and KEEP buffer pools to validate their usefulness as described by Oracle.  In particular, I was interested in simulating the situation where random access to a large table causes extreme pressure on the LRU list and degrades performance.  This is described in the documentation as an ideal candidate for use of the RECYCLE pool.  In addition, I decided to use a smaller lookup table to investigate the KEEP buffer pool.

Test Objects and Environment

Four schema objects were used for the tests: two tables and two indexes.  The two tables each had a numeric identifier column serving as the primary keys (implemented by the two indexes).  The tables also contained a VARCHAR2 data column.  Rows were inserted into the two tables such that each row occupied exactly one block.  This was an important part of the experimental design in that it guaranteed every unique row access corresponded to a unique block request.  After object creation, ANALYZE statistics were computed to obtain the exact object sizes shown in Table 4.

Object Name
Object type
Blocks

LARGE_TBL
TABLE
14409

LARGE_TBL_PK
UNIQUE INDEX
142

LOOKUP_TBL
TABLE
505

LOOKUP_TBL_PK
UNIQUE INDEX
5

Table 4: Buffer pool test object sizes

The database block size was 2048 bytes to conserve memory and disk space.  The test machine was a single Pentium II 350 CPU with 96Mb of memory running Win NT 4.0 Workstation and Oracle8 v8.0.5.  

The Buffer_Stuffer Procedure

I created a PL/SQL package with some procedures to help implement these buffer pool experiments.  The main procedure in this package is called BUFFER_STUFFER.  It is designed to "randomly" access rows (blocks) in LARGE_TBL without ever asking for the same row twice.  This controlled and repeatable "randomness" is accomplished using a specially selected linear congruential algorithm to generate primary key values for LARGE_TBL.

The main cursor in BUFFER_STUFFER and its EXPLAIN PLAN output (from TKPROF) are as follows:

CURSOR large_tbl_cur

   (cur_id_col large_tbl.id_col%TYPE)

IS

SELECT A.data_col data1, B.data_col data2

  FROM large_tbl A, lookup_tbl B

 WHERE A.id_col  = cur_id_col

   AND A.id_col2 = B.id_col;

Execution Plan

---------------------------------------------------

SELECT STATEMENT   GOAL: CHOOSE

 NESTED LOOPS

  TABLE ACCESS   GOAL: ANALYZED (BY INDEX ROWID) OF 'LARGE_TBL'

   INDEX   GOAL: ANALYZED (RANGE SCAN) OF 'LARGE_TBL_PK' (UNIQUE)

  TABLE ACCESS   GOAL: ANALYZED (BY INDEX ROWID) OF 'LOOKUP_TBL'

   INDEX   GOAL: ANALYZED (UNIQUE SCAN) OF 'LOOKUP_TBL_PK' (UNIQUE)

Each open and fetch of the cursor touches all four of the test objects and retrieves data from a single row in LARGE_TBL joined to a single row in LOOKUP_TBL using the primary key indexes.  

The BUFFER_STUFFER procedure has parameters that can vary the buffer get rate and total number of buffers gotten.  The procedure signature looks like this:

PROCEDURE buffer_stuffer

   (buffs_per_stuff_IN IN INTEGER

   ,sleep_secs_IN IN NUMBER

   ,total_stuffs_IN IN INTEGER

   ,seed_IN IN INTEGER := rand_seed

   );

Each execution will get "total_stuffs_IN" batches of "buffs_per_stuff_IN" buffers, sleeping "sleeps_secs_IN" between batches.  The "seed_IN" parameter can optionally be used to seed the primary key generator.  BUFFER_STUFFER has proven to be a reliable utility for applying specific and repeatable amounts of pressure to the buffer cache LRU list.

Buffer Pool Configurations

The test script was executed against four different buffer pool configurations.  All configurations allocated a total of 1000 buffers and 3 LRU latches, with different specific pool allocations and assignment of objects to pools.  Briefly, the purpose of each test was the following:

1. Establish a baseline using DEFAULT pool only

2. Place LARGE_TBL in a small RECYCLE pool

3. Pin LOOKUP_TBL in the KEEP pool

4. Use RECYLE pool for LARGE_TBL and pin indexes in KEEP pool

Test ID
DEFAULT
RECYCLE
KEEP

TEST1
1000 buffers, 3 LRU latches
All objects
N/A
N/A

TEST2
950 buffers, 2 LRU latches
LOOKUP_TBL
LOOKUP_TBL_PK
LARGE_TBL_PK
50 buffers, 1 LRU latch
LARGE_TBL
N/A

TEST3
500 buffers, 2 LRU latches
LARGE_TBL
LARGE_TBL_PK
LOOKUP_TBL_PK
N/A
500 buffers, 1 LRU latch
LOOKUP_TBL

TEST4
800 buffers, 1 LRU latch
LOOKUP_TBL
50 buffers, 1 LRU latch
LARGE_TBL
150 buffers, 1 LRU latch
LOOKUP_TBL_PK
LARGE_TBL_PK

Table 5: Buffer pool configurations tested

Experimental Procedure

The experiments consisted of executing the following script under each configuration:

rem *****************************

rem * Buffer Pool Test Script

rem *****************************

set timing on

set serveroutput on size 1000000

SELECT name

      ,consistent_gets+db_block_gets logical_reads

      ,physical_reads

      ,DECODE(consistent_gets+db_block_gets,0,TO_NUMBER(null)

             ,ROUND(1-physical_reads/(consistent_gets+db_block_gets),1) )

             hit_ratio

  FROM

       sys.v$buffer_pool_statistics;

DECLARE

   physrds_before  INTEGER := bcX.mystat('physical reads');

   physrds_after   INTEGER;

BEGIN   

   bcX.set_rand(14406,967,3041);

   bcX.buffer_stuffer(100,.1,100);

   DBMS_OUTPUT.PUT_LINE('Phys Rds: '||

      TO_CHAR(bcX.mystat('physical reads')-physrds_before) );

END;

/

SELECT name

      ,consistent_gets+db_block_gets logical_reads

      ,physical_reads

      ,DECODE(consistent_gets+db_block_gets,0,TO_NUMBER(null)

             ,ROUND(1-physical_reads/(consistent_gets+db_block_gets),1) )

             hit_ratio

  FROM

       sys.v$buffer_pool_statistics;

The script gathers buffer pool information from V$BUFFER_POOL_STATISTICS before and after the BUFFER_STUFFER procedure does 10,000 random accesses to LARGE_TBL joined to LOOKUP_TBL.  Each test run requested 10,000 unique blocks from LARGE_TABLE as well as every block from each of the other segments.  Between tests the database was stopped, reconfigured and re-started.  Tests were executed immediately after database startup to ensure cache conditions were as identical as possible.  Elapsed time was reported from SQL*Plus timing output.

Experimental Results

The tests yielded some very interesting results detailed in Table 6 below.  The most striking of these is the huge advantage gained by using a minimally configured RECYCLE pool shown in TEST2.  Reallocating just 5% of the cache (50 blocks) from the DEFAULT pool to the RECYCLE pool and placing the large random access table there reduced physical reads by 33% and improved elapsed time by 31%.  The absolute minimum number of physical reads possible for a test run is 10,652 (10,000 blocks from LARGE_TBL and all blocks from the other segments).  TEST2 generated just 58 extra disk reads above this minimum value, which I at first found hard to believe.

Pinning LOOKUP_TBL into the KEEP pool (TEST3) improved performance, but only about half as much as TEST2.  The relatively large buffer allocation (500) needed to capture the table may have been too much:  the DEFAULT cache had only 500 buffers to manage the extreme pressure applied by LARGE_TBL blocks in addition to the two indexes.

Test ID
Elapsed time
Buffer Pools
Physical Reads
Logical Reads
Hit Ratio

TEST1
162.0 seconds
DEFAULT
RECYCLE
KEEP
Total
16,018


16,018
30,164


30,164
46.9%


46.9%

TEST2
112.3 seconds
DEFAULT
RECYCLE
KEEP
Total
     706
10,000

10,706
20,164
10,000

30,164
96.5%
  0.0%

64.5%

TEST3
139.4 seconds
DEFAULT
RECYCLE
KEEP
Total
12,845

     500
13,345
20,164

10,000
30,164
36.3%

95.0%
55.8%

TEST4
112.2 seconds
DEFAULT
RECYCLE
KEEP
Total
     553
10,000
     147
10,700
10,364
10,000
10,000
30,364
94.7%
  0.0%
98.5%
64.8%

Table 6: Detailed experimental results

The TEST4 results were virtually identical to TEST2, demonstrating the dominance of the RECYCLE pool allocation.  Presumably, the TEST4 configuration could have a positive effect on other transactions using the two indexes as they are pinned into the KEEP pool.

The experiment was designed principally to test the RECYCLE pool under extreme LRU pressure, and the results certainly bear out its value under these circumstances. 

Oracle8i Buffer Cache Changes

The Oracle8i database continues the evolution of the buffer cache algorithms and facilities discussed in this paper.  In particular, LRU aging algorithms and buffer placement in the LRU list have apparently become much more sophisticated.  While the Oracle8i documentation has not quite caught up with these new features, there is a good discussion of Oracle8i buffer cache operation in (1).

New INIT.ORA Parameters

The best indication of these changes to buffer cache internals comes in the form of a number of new initialization parameters which from their names and descriptions clearly are involved in buffer cache aging in the various pools.  These parameters are all of the "hidden" variety, indicating they should not generally be modified from their default values. The following table lists some of these new parameters.

INIT.ORA Parameter
Default Value
Description

 _db_percent_hot_default 
50 
Percent of default buffer pool considered hot

 _db_percent_hot_keep 
0 
Percent of keep buffer pool considered hot

 _db_percent_hot_recycle 
0 
Percent of recycle buffer pool considered hot

 _db_aging_cool_count 
1 
Touch count set when buffer cooled

 _db_aging_freeze_cr 
FALSE 
Make CR buffers always be too cold to keep in cache

 _db_aging_hot_criteria 
2 
Touch count which sends a buffer to head of replacement list

 _db_aging_stay_count 
0 
Touch count set when buffer moved to head of replacement list

 _db_aging_touch_time 
3 
Touch count which sends a buffer to head of replacement list

Table 7: New hidden INIT.ORA parameters affecting buffer pool aging

Midpoint LRU Insertion

One of the most significant changes to the Oracle8i buffer cache aging algorithms involves the concept of midpoint insertion in the LRU list.  In Opracle8i, when a buffer is first read into the cache from disk it is not immediately placed at the MRU end of the list as in previous versions.  Instead, the buffer is inserted into the middle of the LRU list and a "touch count" is kept on the buffer.  The touch count is simply a count of the number of times the buffer has been accessed by a user.  When the touch count reaches a threshold value, the buffer is promoted to the MRU end of the list.

Midpoint insertion and the touch count threshold effectively divide the buffer pools into "hot" and "cold" sections.  Buffers must be accessed multiple times to be placed into the hot region. The size of these regions appears to be controlled by specifying what percentage of each pool is "hot" using the following parameters:

_db_percent_hot_default 

_db_percent_hot_keep 

_db_percent_hot_recycle 

Midpoint insertion should make the DEFAULT buffer pool much more resilient to extreme pressure by single-use blocks, discussed earlier as the classic case for using the RECYCLE pool.  In essence, the cold region of the DEFAULT pool will absorb the LRU activity for these low usage blocks and keep them from aging more desirable blocks out of the hot region of the pool.  The cold region will act in effect like a built-in RECYCLE pool.  We should be able to test this theory by comparing the earlier TEST1 results (DEFAULT pool only) run under Oracle 8.0 with the same test under Oracle8i where the size of the hot region is varied.

Testing Midpoint Insertion

In order to test the effectiveness of midpoint insertion at protecting the DEFAULT pool from a flood of cold buffers I created the testing environment used under Oracle 8.0 in an Oracle8i database.  The following table shows the objects and their sizes in the Oracle8i test environment.

Object Name
Object type
Blocks

LARGE_TBL
TABLE
14409

LARGE_TBL_PK
UNIQUE INDEX
67

LOOKUP_TBL
TABLE
504

LOOKUP_TBL_PK
UNIQUE INDEX
2

Table 8: Buffer pool test object sizes under Oracle8i

Note in particular that the two primary key indexes are approximately one half their sizes in Oracle 8.0.  This reduction in index size is a surprising result that deserves more investigation (perhaps it is documented, however I am not aware of it).  The implication for the buffer cache tests is that fewer total blocks in the test schema containing the same amount of data should improve cache efficiency somewhat automatically.

The tests were conducted by executing the test script in a database with a single 1000 buffer DEFAULT pool configured by adjusting the  _DB_PERCENT_HOT_DEFAULT parameter as follows:

0. Oracle 8.0 baseline test.

1. 50, the default setting, should be enough to preserve all non-LARGE_TBL blocks

2. 0, should behave similar to Oracle 8.0 baseline test

3. 75, should be similar to having a small RECYCLE pool containing LARGE_TBL

4. 25, should be better than 2 but worse than 1 as LOOKUP_TBL will not fit into hot region

Test Results

Each test configuration was conducted three times and the results averaged.  It is interesting to note that the same technique was used under Oracle 8.0 and there was almost no variance between successive runs of the same test.  Under Oracle8i the results between runs of the same test showed more variance, although they were still very close together.

The following table gives results for the midpoint insertion tests.  The baseline test for earlier Oracle 8.0 testing is reproduced for comparison purposes between the two versions.

Test ID
Elapsed Time
_DB_PERCENT_ HOT
Physical Reads
Logical Reads
Hit Ratio

TEST0
162.0 seconds
N/A
16,018
30,164
46.9%

TEST1
124.0 seconds
50
11,233
20,317
44.8%

TEST2
145.5 seconds
0
13,525
20,321
33.4%

TEST3
125.8 seconds
75
11,452
20,316
43.6%

TEST4
131.8 seconds
25
12,122
20,318
40.3%

Table 9: Oracle8i midpoint insertion test results

The midpoint insertion test results are not as compelling as the multiple pool results, however it is clear that adjusting the percentage of the cache considered "hot" has a measurable impact on performance under the stress of cold block pressure.  

TEST2 should be compared first to TEST0, the baseline test under Oracle 8.0.  The10% gain in elapsed time performance can probably be attributed to the fewer number of index blocks in the two primary keys.  

Comparing TEST2 and TEST1 gives an indication of potential out-of-the-box performance gains due to midpoint insertion with the default parameter settings.  In the scenario tested the gain was a significant 14.8%.  The combined gains of midpoint insertion and reduced index sizes were an impressive 23.5%.  Note that this improvement was strictly due to kernel differences between Oracle 8.0 and Oracle8i under default cache parameter settings.

TEST3 and TEST4 also behaved more or less as predicted.  TEST3 marked 750 buffers as belonging to the hot region. Since in the test scenario the LARGE_TBL blocks are accessed only once whereas all other blocks should get multiple touches, this is effectively like having a 250 buffer RECYCLE pool assigned to LARGE_TBL and 750 buffers for the other blocks.  TEST4 marked 250 buffers for the hot region, not enough to hold the LOOKUP_TBL and index blocks which will end up there due to multiple touches. 

Conclusion

The new RECYCLE and KEEP buffer pools of Oracle8 appear to be very useful for enhancing buffer cache efficiency in specific situations.  Large OLTP systems exhibiting chronically low hit ratios may be candidates for the RECYCLE buffer pool, as well as any database where randomly accessed objects are overly greedy for buffer cache space.  The KEEP pool can be used to isolate and pin blocks to help guarantee performance of specific transactions consistently accessing the same relatively small objects.  Smaller data warehouse dimension tables may be worth exploring for assignment to this pool.

It will be very interesting to move beyond laboratory experiments and see actual field results of using this powerful new Oracle8 feature to tune large scale database buffer caches.

The Oracle8i database introduces newer and more sophisticated algorithms for buffer cache management, including midpoint LRU insertion and touch count based aging.  The initialization parameters controlling these new features are not intended for user modification, however tests indicate they can have measurable impact on cache performance.  Controlled testing demonstrated an impressive 23.5% performance gain due strictly to differences between Oracle 8.0 and Oracle8i using default settings for both caches.
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